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“Questions about 
whether rapid 
innovation renders 
new or existing 
facilities outdated 
is becoming more 
common. But we 
can allay that fear: 
Truly conscientious 
developers build 
flexible, forward-
compatible data 
centers that protect 
investment even in 
the face of change.”

—PAUL MOSER 
    Co-Managing Partner

With the Right Developer, 
Technological Progress Doesn’t  
Mean Data Center Obsolescence
The data center industry today is characterized by rapidly growing demand,1 massive 
scale,2 constrained supply,3 all-time low vacancy rates4 and rising rents.5 These are driven 
by the widespread commercialization of generative artificial intelligence,6 a technological 
sea change so large and rapid it raises the question: Can a data center built today 
continue to serve tenants’ needs well into the future? 

The answer is yes, and in this Investor Brief we highlight the characteristics of a lasting 
data center and the qualities of a developer capable of building it.

The rapid innovation of IT equipment (ITE) is pushing data centers to accelerate their own 
rate of change. Today, data center tenants typically refresh their servers every three to five 
years, roughly every other cycle of Moore’s Law. Data center leases are typically 10-15 
years, and the useful life of a data center is double that.

Nevertheless, there has not been an ITE innovation so dramatic as to fundamentally 
change data center requirements…until now.

Generative AI is driving fundamentally new data center 
necessities: massive power requirements and massive densities.
Data center power demand was already growing rapidly, but generative AI has driven it 
to unprecedented levels. That is in part because these AI models are incredibly power-
intensive. Before generative AI, computational requirements grew about 8x every two years; 
now it’s 256x.

1   Demand for data center capacity is often measured by the volume of data created, captured, copied, and consumed. It has been growing for most of the last two decades—40% a year 
on average between 2010 and 2019. Between 2019 and 2020, the COVID-19 pandemic accelerated growth to 56%. With generative AI, demand is forecasted to nearly triple by 2028, 
according to the IDC Global DataSphere Forecast 2024-2028.

2   Meeting the demand for data centers will require more than a trillion dollars in investment across the digital infrastructure ecosystem, McKinsey estimates. That’s global, and includes 
development of supporting infrastructure like power and network, but still—the level of capital required is absolutely enormous. In 2025 alone, $170 billion in asset value will need to 
secure development or permanent financing, according to JLL Research.

3   During the pandemic, supply chain delays constrained new data center construction. The lead time for generators, as just one example, was considered ‘bad’ when it was 20-30 weeks; 
during the pandemic it spiked to 72-104+ weeks. Supply chain constraints eased in 2024, but other challenges have arisen—namely, power. Amidst unprecedented demand, constrained 
transmission capacity and utility interconnection bottlenecks have made power a key gating factor in data center development timelines.

4   In the first half of 2024, the average vacancy rate in the U.S. was 3% according to JLL, down from 9.9% in the first half of 2020. JLL predicts that, “Given recent demand trends and the 
high preleasing rate for product under construction, vacancy will continue to trend towards 0% over the next few years.”

5   Rents increased 11% per year on average since 2020, but have accelerated in recent quarters to as high as 37% according to JLL Research.
6  As far back as the 1950s, early tech pioneers developed rudimentary neural networks inspired by the human brain—laying the groundwork for modern AI. In 2018, the introduction 

of generative pre-trained transformers (GPTs), a type of large language model (LLM), represented a breakthrough. For the first time ever, AI was able to not only analyze and process 
information but also create original content. Today, applications like ChatGPT make generative AI accessible to anyone with an internet connection. (GPT-1, GPT-2, GPT-3 and now GPT-4 
are the generative transformer-based LLMs of OpenAI. Many other companies also have generative transformer-based LLMs; Meta has LLaMA, Google has Gemini and PaLM.)
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In addition to the rising power draws of AI GPUs, the GPU clusters used for AI 
training are growing larger. These two factors combine to drive ever-higher densities. 
Nvidia’s 2024-era GPU architecture8 requires cooling capacity up to 50 kW per rack; 
its 2025-era architecture9 requires up to 140 kW per rack. Research by Vertiv and 
Omdia suggests up to 300 kW of cooling capacity per rack will likely be required to 
support Nvidia’s 2027-era GPU architecture (where we’re getting into Rubin and 
beyond), and up to 1 MW by 2029.10

Increasing power requirements and rising densities have pushed beyond the limits 
of air-based cooling, which has been a staple of data center design for decades. 
Supporting the levels of heat flux that will come with 100+ kW rack densities requires 
direct liquid cooling, representing a significant shift in data center design and operation.

Doing (a lot) more with (a little) more.
Power demands and AI data center requirements are 
still in flux. The theory that AI would drive huge power 
requirement increases for data centers was called into 
question when the AI company DeepSeek released a 
report claiming that its model uses 10-40 times less 
energy than similar existing AI technologies. If DeepSeek’s 
claims are true it could mean that AI drives much smaller 
power demands than previously thought.

Will that leave the next generation of 1 GW campuses half 
empty? Not likely; if history is any indication, the companies 
advancing AI models will use the efficiency gains to do more. 
This is a concept known as Jevons paradox.

Shortly after DeepSeek released its report, Microsoft  
CEO Satya Nadella tweeted, “Jevons paradox strikes 
again! As AI gets more efficient and accessible, we will 
see its use skyrocket, turning it into a commodity we 
just can't get enough of.” Indeed, Jevons paradox is 
borne out in markets from energy (Jevons was right that 
more energy efficient technologies led to greater coal 
consumption) to transportation (more highway lanes end 
up creating more congestion).

Jevons paradox explains what happened with virtualization 
— and will likely happen with AI. At first, some pundits 
suggested virtualization would reduce demand for data 
center capacity; it did not, even as data centers became 
more efficient. Tenants didn’t do less; they did much more 
with a little more — 6.5x more work with just 1.3x more 
servers and a negligible increase in energy.11 As with 
virtualization, more efficient AI will likely mean data centers 
will be asked to do even more work.

7  Robert Ober (Nvidia) and Madhu Iyengar (Google), The Exponential Demands AI Places on the Rack & Datacenter, presentation at OCP Global Summit 2024.
8  Nvidia’s 2024-era GPU architecture featured up to 32x Hopper H100 GPU cores (or similar) per rack, configured in row clusters/pods up to 240x GPU cores.
9  Nvidia’s 2025-era GPU architecture features up to 72x Blackwell B200 GPU cores (or similar) per rack, configured in row clusters/pods up to 720x GPU cores and requires up to 140 

kW cooling capacity per rack. The GB200 NVL72 platform design Nvidia contributed to the Open Compute Project supports up to 120 kW per rack and the reference architecture 
co-developed by Nvidia and Vertiv supports up to 132 kW per rack.

10 Rack density requirements for various GPU architectures come from Vertiv (“AI workloads and the future of IT infrastructure”) and Omdia (Wang, S. “2024 Trends to Watch: Data 
Center Physical Infrastructure,” 22 Dec. 2023).

11 Science Magazine, Recalibrating global data center energy-use estimates, 28 Feb. 2020.

Explosive Growth in AI 
Computational Requirements
Before Transformers = 8x / 2yrs	
Transformers = 256x / 2yrs

Source: Nvidia7

2012

Tr
ai

ni
ng

 C
om

pu
te

 (p
et

aF
LO

PS
)

100

10,000

1,000,000

100,000,000

10,000,000,000

2014 2016 2018 2020 2022 2024

AlexNet

Seq2Seq
VGG-19 Resnet

InceptionV3

Xception

DenseNet201

ResNeXt
ELMo

MoCo ResNet50
Wav2Vec 2.0

Transformer
GPT-1

XLNet

Megatron-NLG
GPT-2 1.5B

Microsoft T-NLG
PaLM

Chinchilla
MT NLG 530B

BLOOM
Llama2-70B

Llama3-405B
GPT-MoE-1.8T

GPT3-175B

BERT Large

GPT-MoE-1.8T

O(trillion) Tokens * O(trillion) Parameters

30 billion PFLOP to train

1 PFLOP GPU – 1,000 years to train

Requirement grows ~10x / year

Capability grows ~3x / year

Clusters grow >3x / year

The Jevons paradox happens when tech advancements 
increase resource efficiency, in turn lowering the cost 
of the resource and raising demand to the extent that 
overall resource consumption increases.  

“Colocation data center 
capacity in the U.S. has 
doubled in just four years. 
Forty megawatts used to be 
a large campus requirement; 
today we’re seeing single 
buildings 4-5 times that 
size on campuses with five 
or six buildings.”

—CHRIS BAIR, Chief Commercial     
    Officer and Partner

https://www.streamdatacenters.com
https://x.com/satyanadella/status/1883753899255046301?lang=en
https://drive.google.com/file/d/1vdRSMsmjsO_4uMrDlBSfakt20hzIUiVC/view
https://resources.nvidia.com/en-us-tensor-core/gtc22-whitepaper-hopper
https://resources.nvidia.com/en-us-blackwell-architecture?ncid=no-ncid
https://www.nvidia.com/en-us/data-center/gb200-nvl72/
https://www.vertiv.com/en-emea/about/news-and-insights/news-releases/vertiv-codevelops-with-nvidia-complete-power-and-cooling-blueprint-for--nvidia-gb200-nvl72-platform/
https://www.vertiv.com/493240/globalassets/documents/white-papers/ai-workloads-and-the-future-of-it-infrastructure-white-paper-sl-71324.pdf
https://omdia.tech.informa.com/om033896/2024-trends-to-watch-data-center-physical-infrastructure
https://datacenters.lbl.gov/sites/default/files/Masanet_et_al_Science_2020.full_.pdf
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Despite these fundamentally new data center 
requirements, applications like generative AI are not 
rendering existing data centers obsolete.
‘Old’ workloads still need homes.
Traditional workloads like data storage and cloud applications still need 
to live in data centers. So, while many new data centers are being built to 
support AI workloads, existing data centers continue to serve traditional 
workloads — and demand continues to grow. Citi, for example, forecasts 
AI workloads growing at a CAGR of 43% through 2030 while traditional 
workloads still grow at 8%.12

Good developers design data centers to guard against obsolescence.
As rapidly as AI is evolving, AI data center requirements are likely to 
continue to change. For example, Microsoft and Meta unveiled a new AI 
rack design as recently as November 202413, and Amazon Web Services 
(AWS) unveiled new data center designs to support more powerful 
hardware for AI as recently as December 2024.14 

To avoid obsolescence in an environment like this, today’s data center 
designs must be forward compatible and adaptable to both future 
technological advancements and changing tenant requirements. 
Accomplishing that requires trust-based relationships that give 
hyperscalers the confidence to share their future requirements with the 
developers who have proven themselves to be reliable partners in the past. 

At Stream, for example, 25+ years of tenant relationships and an 
established reputation for trustworthiness enabled us to proactively 
collaborate on our next-generation cooling system to support tenants’ 
AI deployments. Speculative data center developers,15 and even 
legitimate but new entrants, may not have the track record or trust-based 
relationships to work with hyperscalers in that way. Not to mention, a 
dedication to participative (not prescriptive) data center solutions keeps 
dialogue open, helping everyone pivot effectively and helping insulate 
investments against change.

Bubble or not,  
generative AI workloads 
are here to stay.
With new iterations of AI coming 
online fast, will the data center 
industry need to build new facilities 
or systems for new applications 
each time? Fortunately, no. In fact, 
AI applications are becoming more 
adaptable and multitalented thanks 
to increasingly core-rich CPUs and 
expanded use cases for GPUs that 
go beyond mere graphics rendering. 
As AI becomes more adaptable 
and its requirements become more 
predictable, data center innovations 
may require less specialization, 
lengthening the life of today’s data 
center strategies. 

Ultimately, like the internet, 
generative AI is a foundational 
technology. It’s beneficial for a 
wide variety of use cases, and it’s 
becoming more adaptable every 
day.16 That doesn’t mean every AI-
based application will succeed, nor 
will every enterprise investment in AI 
benefit the bottom line. Here, history 
is a good indicator once again: 
Many dot com companies went 
out of business, but the internet — 
and the data centers that housed 
it — continued to grow.17 Similarly, 
generative AI is here to stay, and 
it will need data centers built to 
support it.18 If the data centers that 
house applications can become more 
nimble and more efficient, they’re set 
for the long run (and their tenants 
and investors are too). 

12 Citi, Data Center Powerplay: The Chips Have to Go Somewhere, 29 May 2024.
13 Data Center Dynamics, Microsoft and Meta reveal open AI rack design with separate power and compute 

cabinets, 14 Nov. 2024.
14 Data Center Frontier, AWS Unveils AI Data Center Designs Supporting 6X Increase in Density, 5 Dec. 2024.
15 Michael Lahoud and Paul Moser, The Rise of the “Fake” Data Center Developer—And How to Tell the 

Difference, 24 Feb. 2025. “Environments like the one we’re in — characterized by massive but uncertain demand 
and constrained supply — tend to bring speculative developers out of the woodwork. Industry luminary Daniel 
Golding dubbed it the ‘age of fake data centers’… Differentiating the real from the fake is essential for investors 
and end users to allocate their capital, time, and trust accordingly.”

16 “The long-term addressable market for AI is practically limitless,” according to Motley Fool. “Software and 
systems empowered with AI can become more proficient at their assigned tasks, and can evolve and ‘learn’ 
without human intervention.” Analysts at PwC estimate AI will add $15.7 trillion to the global economy by 2030. 
J.P. Morgan Research estimates generative AI could increase global GDP by $7-10 trillion, as do Goldman 
Sachs analysts, estimating an almost $7 trillion increase in global GDP productivity growth increase of 1.5 
percentage points. According to Goldman Sachs, “Companies outside of tech will likely make use of AI advances 
as well. Healthcare and biotech companies are likely to benefit from AI innovation, and banks and financial 
companies may be able to improve their return on equity by adopting AI. New consumer products and services 
are likely to emerge, eventually, on the back of these technologies.” Research by Accenture shows “organizations 
are enhancing annual productivity gains by a factor of 5x through generative AI-powered reinvention.”

17 “While the dot-coms went away, the internet itself didn’t go away,” writes Brian McCullough in How the Internet 
Happened: From Netscape to the iPhone. “All of the money poured into tech companies in the first half decade of 
the Internet Era built out the infrastructure and economic foundation that would allow the internet to mature in a 
tangible, physical way.”

18 Venture capitalist Jeffrey Wu writes, “After the dotcom bubble burst, a glut of infrastructure looked like a 
mistake, but it laid the foundation for the internet’s eventual growth. Today’s AI investments may lower the cost 
of computing power and provide the basis for future breakthroughs, even if they precede a market correction.”

https://www.streamdatacenters.com
https://www.citigroup.com/global/insights/data-center-powerplay-the-chips-have-to-go-somewhere
https://www.datacenterdynamics.com/en/news/microsoft-and-meta-reveal-open-ai-rack-design-with-separate-power-and-compute-cabinets/
https://www.datacenterdynamics.com/en/news/microsoft-and-meta-reveal-open-ai-rack-design-with-separate-power-and-compute-cabinets/
https://www.datacenterfrontier.com/design/article/55247074/aws-unveils-ai-data-center-designs-supporting-6x-increase-in-density
https://www.streamdatacenters.com/articles/the-rise-of-the-fake-data-center-developer/
https://www.streamdatacenters.com/articles/the-rise-of-the-fake-data-center-developer/
https://www.fool.com/investing/2024/12/19/prediction-ai-bubble-will-burst-in-2025-heres-why/
https://www.pwc.com/gx/en/issues/analytics/assets/pwc-ai-analysis-sizing-the-prize-report.pdf
https://www.jpmorgan.com/insights/global-research/artificial-intelligence/generative-ai
https://www.goldmansachs.com/insights/articles/generative-ai-could-raise-global-gdp-by-7-percent
https://www.goldmansachs.com/insights/articles/generative-ai-could-raise-global-gdp-by-7-percent
https://www.goldmansachs.com/insights/articles/ai-stocks-arent-in-a-bubble
https://www.accenture.com/us-en/insights/generative-ai
https://ideas.ted.com/an-eye-opening-look-at-the-dot-com-bubble-of-2000-and-how-it-shapes-our-lives-today/
https://www.scmp.com/comment/opinion/world/article/3254110/ai-boom-echoes-dotcom-bubble-not-way-you-think
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At Stream Data Centers, we  
prioritize proactive and collaborative 
innovations with a focus on 
configurable designs, ensuring our 
data centers are adaptable and our 
development strategies are agile.

Proactive and collaborative 
innovation.
The ability to pivot with precision is an 
essential core competency for today’s 
data center developers. At Stream, for 
example, we saw the AI sea change 
coming and knew that it would require 
direct liquid cooling. Because we were 
early in this process, we could not find 
an off-the-shelf solution that would 
accommodate ‘traditional’ densities (10-
12 kW per rack) as well as high-density 
AI deployments without extensive 
rework and additional expense. So, we 
set to work developing one on behalf of 
our tenants. 

Working closely with our 
customers, we developed a 
proprietary direct liquid cooling 
design — the patent-pending 
Stream STU (Server Thermal Unit) 
— which supports clients with 
changing requirements/ratios of air 
vs. liquid. As a result, our existing 
data centers are already supporting 
both traditional workloads and 
new AI deployments, bridging air 
and liquid cooling to ensure current 
air cooling capabilities won’t later 
be stranded and instead can be 
swapped as needed. With the 
STU’s modularity, air and liquid 
cooling modules can be adapted  
as modalities or densities change. 

This is how STU is able to support 
traditional CPU deployments as well 
as Nvidia’s current generative AI 
architecture (Blackwell) and the publicly 
stated density requirements from 

upcoming Rubin-based generations 
of Nvidia AI architecture too. With this 
system’s added flexibility, customers 
can deploy 500 kW of air cooling 
today with no liquid cooling to start, or 
overprovision both air and liquid options 
with 500 kW of both to prepare for the 
future — or other ratios as needed. 

If a day comes when the capacity of a 
data hall needs to be doubled from 8MW 
to 16MW, the facility connection side of 
each STU can be upsized accordingly 
at the beginning, paving a clear path to 
growth. With backwards-compatible 
and future-ready solutions like this in 
place, our customers and our facilities 
can evolve smoothly and efficiently.

Design (re)configurability.
A data center takes 18-36 months 
to develop, but AI is currently driving 
massive change every few months. 
That’s a big challenge for tenants moving 
to AI. They have very sophisticated 
capacity planning teams, yet when 
demand is changing so fast, it’s almost 
impossible to predict with certainty how 
much data center capacity they will need 
three or more years from now.19

Our configurable design gives our 
customers added time and flexibility to 
understand their actual demand levels 
and make decisions about how much 
capacity they’ll need, where and in what 
configuration. For example, a customer 
could deploy water to the rack, or 
leverage air cooling, or both, and doesn’t 
have to make that decision until later in 
the process — it doesn’t affect the long 
lead equipment we’ve already procured. 
With a standardized but configurable kit 
of parts and aggregated supply, we’re 
not beholden to manufacturers’ supply 
chains, and we’re able to deploy MEP 
(mechanical, electrical and plumbing) 
equipment where and when it’s needed 
to meet demand across our portfolio. 

How To Create Enduring Data Center Designs“We’re in the 
rooms where 
innovations are 
taking place, like 
at ASHRAE, Open 
Compute Project, 
7x24 Exchange 
and beyond. At 
ASHRAE, for 
example, we’re 
one of the few data 
center providers 
in the room with 
the manufacturers 
whose hardware 
innovations are 
driving the need 
for liquid cooling.”

—STUART  
   LAWRENCE, 

VP of Product 
Innovation and 
Sustainability

19 This is the cone of uncertainty described by Stream’s Mike Lebow and Oisín Ó Murchú. They use the common project 
management term to demonstrate that trying to make data center capacity decisions for an uncertain demand 3-5 years before 
it arrives leaves a large margin for error. With a data center partner that has proactively invested in location strategy and 
development of high-quality, de-risked sites, customers can push back their decisions from 36 months to 18 months, closer to 
demand, shrinking the cone of uncertainty.

https://www.streamdatacenters.com
https://www.streamdatacenters.com/articles/land-development-to-reduce-the-cone-of-uncertainty/
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