Liquid
Cooling
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And it’s coming to
a data center near you.
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Welcome to the Power Wars Era

Data center design has been, and always will be, driven by the requirements of the customers whose workloads run on the IT
equipment (ITE) inside the data center. One of the most impactful requirement trends over the last decades has been the power
consumption of IT equipment, as a direct function of chip performance. ASHRAE describes three eras over the last decades: the
single-core era (2000-2010), the multi-core era (2011-2017), and the power wars era (2018-present).

Chip performance rose in all three eras (that's Moore’s Law) but the impact on power consumption has varied. Since about

2018, the number of transistors on a substrate and therefore the computations that can be done has continued to double, but
computations per watt have not. A report commissioned by Stream Data Centers and conducted by Vlad Galabov and his research
team at Omdia concluded, “We can see a path to the top bin mainstream data center CPUs requiring 540W. The slower the pace of
innovation going forward, the worse the power consumption trend.”

Exhibit 1: Rising Performance, Rising Power Consumption
in the Power Wars Era

Moore’s Law (Total Transistor Count)
measured in billions of transistors per CPU
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Source: Omdia research commissioned by Stream Data Centers

Directly proportionate to power consumption is what ASHRAE refers to as the “degree of cooling difficulty” (the inverse of thermal
resistance).! The degree of cooling difficulty rose relatively modestly during the single-core era and was basically flat during the
multi-core era. But since 2018, cooling difficulty intensified dramatically. “With multicore parts reaching performance limits, the only
option for increased performance is increased power.”?

Exhibit 2: Degree of Cooling Difficulty Trends

Degree of Cooling Difficulty (Inverse Thermal Resistance) Trend
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* ASHRAE, Emergence and Expansion of Liquid Cooling in Mainstream Data Centers, 2021.
2 ASHRAE 2021.
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As just one example, the maximum power consumption of NVIDIA’s latest GPU is 160% higher than that of the company’s previous
generation chips. Gone are the days where increased performance came without increasing power demand. Now, more computation
requires more watts. These power wars are driven by the increasingly widespread adoption of power-intensive workloads, which is driven
by exponentially rising demand for more data, real-time data consumption, and real-time analytics—particularly as organizations embrace
Artificial Intelligence (Al) and Machine Learning (ML) for an increasingly wide range of applications.

As has always been the case, data center performance has been driven by the capabilities and constraints of the IT equipment inside the
data center, and the demands of the workloads running on that gear. “Almost all these [Al] applications demand dense compute/memory/
networking clusters enabling low-latency fabric.”®> Where a server refresh might call for only minor power increases, today data centers
are “faced with accommodating a server with 25% or more power and cooling requirements than the one it replaces.”

As aresult, heat flux (a measure of heat flow rate intensity) is rising. That is, more heat is flowing from similarly sized CPU/GPU socket
areas. This “puts a strain on traditional data center cooling systems—pushing the limits of air-based cooling.”® At some point in the
not-distant future, heat fluxes for the most powerful processors will be too high to manage with direct air cooling. Simply put, air is not
nearly as effective a heat transfer medium as liquid, and at some point is unable to remove all the heat generated by high-power chips,
resulting in artificial performance limits or equipment damage.

Fortunately, the move to liquid cooling has an added benefit: it's much more sustainable.

Cooling The Data Hall: From Air to Liquid

“The hesitancyfor Today, air is still the most common medium used to transport heat away from IT

. . equipment and out of a data center. Cooling with air was refined over the span of more
brlnglng water than two decades — from anecdotal and vendor-based parameters to an organized

to the rack must and industry-accepted standard. More recently, IT equipment vendors and end user
customers are requesting the incorporation of a local liquid cooling strategy at the

change in the future

. . server or rack level. These deployments have typically come in the form of cold plates
or thefaczllty will for CPUs and other high output components, coupled to rack-level heat rejection
Suffer performance devices. Typically, these topologies still involve rejecting ITE heat to an air-cooled data

limitations ”6 hall rather than being tied directly to a liquid-based system.

Ultimately, though direct-to-chip liquid cooling has benefits for server performance and
IT energy, the mechanical energy benefits are limited within an air-cooled data hall.

Fully realizing the mechanical energy benefits and ability to support rising levels of
heat flux will require a different topology with dedicated cooling and localized points of
interface. Most deployments will be configured with a technology cooling system (TCS)
that circulates liquid between the ITE and row-level or room-level heat transfer devices
and a facility water system (FWS) used for heat rejection. Heat transfer between these
two systems occurs via cooling distribution units (CDUs). Direct liquid cooling of the ITE
creates a hybrid environment where a significant portion of the less efficient air cooling
component of the data hall can be eliminated.

In this paper we focus on single phase liquid cooling to the rack, which should be

able to support the levels of heat flux associated with next-gen processors. Water
(along with PG25) to the rack has been shown to be capable of supporting up to

1500 watts per socket.” Above that level of heat rejection, phase change liquids may
be a necessary solution. Should phase change liquids ultimately be required, for the
medium-term at least, data centers will likely continue to rely on the economy of water
to transport the heat out of the data hall.

3456 ASHRAE 2021.

7 R. Curtis, T. Shedd and E. B. Clark, “Performance Comparison of Five Data Center Server Thermal
Management Technologies.”

8 ASHRAE 2021.
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Water Properties V. Air Properties

Heat Transfer Equation

Q=rthPxAT

Q = heat flow rate rh = mass flow rate C, = specific heat capacity
AT = difference between the return temperature and the supply
temperature

Heat flow rate is a measure of how much thermal energy

can be transferred per unit time (joules/sec or Watts, Btu/h).
Since specific heat capacity remains fairly constant for our
working fluids at standard atmospheric temperature and
pressure, we see that this relationship is governed by the two
variables, mass flow rate and DeltaT. If mass flow remains
constant, DeltaT influences the rate at which heat is being
transferred. If DeltaT remains constant, then mass flow is the
operative factor.

Density

Exhibit 3: Density of Air v. Water
Air Water
1.225 kg/m? 997 kg/m3
0.0765 Ib/ft? 62.4 Ib/fts

*Standard temperature and pressure

Density is mass divided by a unit volume. Water is over 800
times denser than air, so moving an equivalent mass of air
and water requires moving an ~800 times greater volume of
air. Moving 1 Ib. or 1 kg of air by mass requires moving 13 ft3
or 0.8 m?® of air by volume respectively. Moving 1 Ib. or 1 kg
of water by mass requires moving 0.016 f3 or 0.001 m? by
volume respectively.

Specific Heat Capacity
Exhibit 4: Specific Heat Capacity of Air v. Water

Air Water

1.005 kJ/kg°C
0.24 Btu/Ib°F

4.184 K)/kg°C
1.0 Btu/Ib°F

*Standard temperature and pressure
*Power: 1 kW = 3412 Btu/h

Specific heat capacity is the measure of how much energy

is needed to raise the temperature of one unit mass of a
material at constant pressure by 1 degree. Water has a
specific heat capacity that is 4 times greater than air; in other
words, water can ‘absorb’ about 4 times as much heat as air
can for a given unit mass.

Thermal Resistance

Thermal resistance (the inverse of thermal conductance) is
the measure of how difficult it is for heat to be transferred
within a working fluid. Thermal resistance is represented

as the temperature difference between two given points
divided by the heat flow between the two points (amount of
heat flow per unit time). The higher the thermal resistance,
the more difficult it is for heat to flow, and vice versa.

At standard sea level conditions the thermal resistance

of water is about 24 times lower than air. This allows for
water temperatures that are closer to the CPU operating
temperature; not only can entering water temperatures be
raised, but leaving water temperatures are often higher as a
result too.®

8 R. Curtis, T. Shedd and E. B. Clark, “Performance Comparison of Five Data Center Server Thermal Management Technologies.”
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Why Liquid Cooling is More Sustainable

)*

-

When it comes to heat transfer, water is fundamentally more efficient than air — because it is
denser, has a higher specific heat capacity, and a lower thermal resistance. Transitioning to
liquid cooling, then, has significant positive implications for data center sustainability.

More Heat Transfer Per Unit Transport Energy

Because water is denser, has a higher specific heat capacity,
and a lower thermal resistance, heat can be removed with
dramatically less volumetric flow of water versus air. Moving a
fluid (gas or liquid), of course, requires energy, so with water
we can accomplish more heat transfer for the same mechanical
transport energy. This condition facilitates a reduction in Scope
2 emissions (indirect GHG emissions associated with the
purchase of electricity).

Additionally, inherent motor heat inefficiencies when using

air cooling may be significantly reduced when liquid cooling

is employed. When locating air handing equipment in the

data halls, fans are often configured in a draw-through
orientation for increased efficiency. However, fan motor heat
must be factored in to ensure the desired supply air setpoint
is achieved. Conversely, with liquid cooling, the pump motor
heat is not added to the working fluid and can be decoupled
and addressed separately, outside the data hall again enabling
reduced Scope 2 emissions.

Less MEP Infrastructure and Smaller Buildings

In addition to requiring more energy, moving greater volumes of
air often require more ductwork and supporting infrastructure.
Conversely, the same heat load can be moved with dramatically
less piping infrastructure. Additionally, expanding the AT for a
constant heat load enables a proportional reduction in the mass

flow required. For example, while we can transfer approximately
40kW with 2 Ips (liters per second) of 100% water at a 5°C AT,

increasing the AT to 10°C results in the required flow rate being
reduced by half to 1 Ips. This allows us to reduce the size of the

piping infrastructure, pumps, and support infrastructure.

Consider a high-performance air-cooled server which needs
several fans to pull heat off the CPU and other components
through forced convection over large surface areas. These fans
can use 10-20% of the total server power. Power distribution
equipment, low voltage switchgear, UPS, batteries, and

even generators are sized to carry this load. That equipment
investment and operation represent significant Scope 3
emissions (indirect GHG emissions associated with the value
chain; essentially, embedded carbon).®

Now consider a liquid cooled server that uses pumps to transport
the heat away with liquid. These pumps are typically shared by
dozens of servers and even many racks, and while they will have
backup power, both their energy use and the size of equipment
needed to support them can be reduced dramatically—as much
as 8% according the ASHRAE.!® That reduction directly reduces
Scope 3 emissions.

With the increase in density and reduction in MEP equipment,
we can also right size the buildings. With capital goods playing
a significant role in overall Scope 3 emissions, reducing our
building footprint will have a significant impact on the path to
decarbonization.

9 Scope 3 emissions are the result of activities from assets not owned or controlled by the reporting organization, but that the organization indirectly affects in its value
chain. Scope 3 emissions include all sources not within an organization’s scope 1 and 2 boundary.

10 ASHRAE 2021.
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Increased Economization

Where elevated facility water temperatures are achievable, the system will benefit from an increase in economization (both reducing
chiller tons and increasing the number of economization hours). Expanding facility water system AT can also improve the efficiency of
existing chillers and fluid coolers since lower flow rates will cause increased contact time in heat exchangers.!!

To get an 80°F supply air temperature we typically target 70°F chilled water to cooling coils. For liquid cooling, in many cases, we can
make 80°F (W27) facility water, and in some cases higher (over 100°F).!? That means our chillers don’t have to work as hard and we
can economize (use outdoor ambient to reject heat) many more hours of the year for a given location. That means we save a lot of
energy, and we can often reduce the size or eliminate compressors altogether (depending on location, available heat transfer surface
area and peak ambient design conditions). Thus, raising chilled water temperatures reduces Scope 2 emissions (and Scope 1 during
utility disruptions) and has the propensity to reduce Scope 3 emissions as well.

CPU Efficiency

Because the thermal resistance of water is lower than air, entering water temperatures can be closer to the CPU operating
temperature. Not only can entering water temperatures be raised, but leaving water temperatures are often higher too. The fluid
can be warmer and still maintain core temperatures that maintain peak performance. Since subthreshold leakage in CPUs is known
to increase with temperature, keeping CPUs under their limit temperature will result in more useful work out of CPUs, potentially
reducing Scope 2 emissions and, by extending CPU life, Scope 3 emissions as well.

Waste Heat Use

Another benefit of higher return water temperatures is the opportunity for productive use
of waste heat, where location and transport energy factors make sense. Waste heat can be
used for district heating, snow melting, greenhouses, or other processes that require low-
grade heat in large quantities. This provides opportunities to offset Scope 2 emissions and
potentially Scope 3 as well.

Better Operating Environment

Beyond environmental sustainability, liquid cooling to the rack can result in a more human-
friendly data hall environment resulting in happier staff and greater diversity of thought by
attracting new and different talent.

Ambient noise reduction in the data hall can also be a significant environmental asset.
As ASHRAE explains, “Acoustical output accompanies airflow increases and thus has
repercussions for human interaction in addition to performance of rotational media. Data
center and individual product sound pressure levels already reach levels that require
U.S. Occupational Safety and Health Administration (OSHA) consideration for hearing
protection. Further airflow increases will only exacerbate this safety issue.”*3

Another practical and human-centric benefit is ambient temperature reduction in the data

hall. The productivity impacts alone are significant. “In the case of air-cooled IT equipment
operating at the upper limit of the ASHRAE recommended range of 27°C (80.6°F), and
maximum recommended dew point of 15°C (59°F) with a rack AT of 15°C (27°F), moderate
work requires a 30 minute break every hour and a prescribed minimum amount of water
intake to avoid heat stress. Moving to the upper dry bulb of the Al allowable range (32°C or
89.6°F) with a 15°C (27°F) AT across the rack, and no work of any kind in the hot aisles meets
the safety guidelines without risk of heat stress per the OSHA standard.”**

11 Up to a point; if flow goes laminar it will have a counter effect.

12 \With increasing thermal design power (TDP) and chip architectures that require a reduction in Tcase temperature, CHW temperatures will likely stay cooler than initially
projected. At this time, supply conditions between 80°F (27°C) and 95°F (35°C) with a QT of 10°C are most common.

1314 ASHRAE 2021.
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Practical Implications for Data Center Tenants and Operators

Leading data center developers build configurability into their facilities to support innovations like higher heat fluxes and new
approaches to sustainability.

As data center tenants begin to rely on next-gen processors and GPU’s, we'll see data centers transitioning to liquid cooling
down to the rack, which many colocation data centers will need to adapt to accommodate. But until all current or past-generation
processors are refreshed, data centers will likely need a combination of air cooling and liquid cooling. Supporting both types of
cooling requires a flexible and configurable data center design and a partner with the organizational willingness and ability to be
adaptive to customer needs.

At Stream Data Centers, for example, our current design features a variable primary chilled water loop, coupled to a configurable
mix of fan coil walls and/or CDUs that are piped to a technology cooling system to support any mix of air cooled and liquid cooled IT
in the same environment. This ‘future proofs’ the data center, ensuring its usability for many years to come even as the requirements
of the customers whose workloads run on the IT equipment inside the data center change. Extending the useful life of data center

MEP infrastructure, and even the facility itself, dramatically reduces Scope 3 emissions.

Conclusion

Businesses of all kinds are paying more attention to sustainability. Most hyperscalers
and third-party data center providers have committed to GHG emissions reductions
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So while the move to liquid cooling to the rack is being driven by next- ceeb i o SEEer

generation processors that consume much more power and generate much higher
heat flux, the added benefit is its sustainability and the possibility of smaller more
attractive buildings. Liquid cooling to the rack facilitates modern workloads, and
enables data center operators and their tenants to dramatically reduce Scope 2 and
Scope 3 emissions as well. That's quite a win-win.
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